
and 12 billion 5-grams.  In the example from the 

previous section, the two alternative strings  of the 

original user input and the suggested correction are 

scored by the language model: 

I am teacher from Korea. score = 0.19 

I am a teacher from Korea. score = 0.60 

The score for the suggested correction is 

significantly higher than the score for the original, 

so the suggested correction is provided to the user. 

4.3 The Example Provider 

In many cases, the SP will produce several 

alternative suggestions, from which the user may 

be able to pick the appropriate correction reliably. 

In other cases, however, it may not be clear which 

suggestion is most appropriate. In this event, the 

user can choose to activate the Example Provider 

(EP) which will then perform a web search to 

retrieve relevant example sentences illustrating the 

suggested correction. For each suggestion, we 

create an exact string query including a small 

window of context to the left and to the right of the 

suggested correction. The query is issued to a 

search engine, and the retrieved results are 

separated into sentences. Those sentences that 

contain the string query are added to a list of 

example candidates.  The candidates are then 

ranked by two initially implemented criteria: 

Sentence length (shorter examples are preferred in 

order to reduce cognitive load) and context overlap 

(sentences that contain additional words from the 

user input are preferred). We have not yet 

performed a user study to evaluate the usefulness 

of the examples provided by the system. Some 

examples of usage that we retrieve are given below 

with the query string in boldface: 

Original: I am teacher from Korea. 

Suggestion: I am a teacher from Korea. 

All top 3 examples: I am a teacher.  

Original: So Smokers have to see doctor more often 

than non-smokers. 

Suggestion: So Smokers have to see a doctor more 

often than non-smokers. 

Top 3 examples: 

1. Do people going through withdrawal have 

to see a doctor? 

2. Usually, a couple should wait to see a 

doctor until after they've tried to get 

pregnant for a year. 

3. If you have had congestion for over a 

week, you should see a doctor. 

Original: I want to travel Disneyland in March. 

Suggestion: I want to travel to Disneyland in 

March. 

Top 3 examples: 

1. Timothy's wish was to travel to 

Disneyland in California. 

2. Should you travel to Disneyland in 

California or to Disney World in 

Florida? 

3. The tourists who travel to Disneyland in 

California can either choose to stay in 

Disney resorts or in the hotel for 

Disneyland vacations. 

5 Evaluation 

We perform two different types of evaluation on 

our system. Automatic evaluation is performed on 

native text, under the assumption that the native 

text does not contain any errors of the type targeted 

by our system. For example, the original choice of 

preposition made in the native text would serve as 

supervision for the evaluation of the preposition 

module. Human evaluation is performed on non-

native text, with a human rater assessing each 

suggestion provided by the system. 

5.1 Individual SP Modules 

For evaluation, we split the original training data 

discussed in section 4.1 into training and test sets 

(70%/30%). We then retrained the classifiers on 

this reduced training set and applied them to the 

held-out test set. Since there are two models, one 

for preposition/determiner presence and absence 

(pa), and one for preposition/determiner choice 

(ch), we report combined accuracy numbers of the 

two classifiers. Votes(a) stands for the counts of 

votes for class value = absence from pa, votes(p) 

stands for counts of votes for presence from pa. 

Acc(pa) is the accuracy of the pa classifier, acc(ch) 

the accuracy of the choice classifier. Combined 

accuracy is defined as in Equation 1. 

 

 
𝑎𝑐𝑐 𝑝𝑎 ∗ 𝑣𝑜𝑡𝑒𝑠(𝑎) + 𝑎𝑐𝑐 𝑐ℎ ∗ 𝑎𝑐𝑐 𝑝𝑎 ∗ 𝑣𝑜𝑡𝑒𝑠(𝑝)

𝑡𝑜𝑡𝑎𝑙 𝑐𝑎𝑠𝑒𝑠
 

Equation 1: Combined accuracy of the 

presence/absence and choice models 
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The total number of cases in the test set is 

1,578,342 for article correction and 1,828,438 for 

preposition correction. 

5.1.1 Determiner choice 

Accuracy of the determiner pa and ch models 

and their combination is shown in Table 1. 

Model pa ch combined 

Accuracy 89.61% 85.97% 86.07% 

Table 1: Accuracy of the determiner pa, ch, and 

combined models. 

The baseline is 69.9% (choosing the most 

frequent class label none). The overall accuracy of 

this module is state-of-the-art compared with 

results reported in the literature (Knight and 

Chander 1994, Minnen et al. 2000, Lee 2004, 

Turner and Charniak 2007). Turner and Charniak 

2007 obtained the best reported accuracy to date of 

86.74%, using a Charniak language model 

(Charniak 2001) based on a full statistical parser 

on the Penn Tree Bank. These numbers are, of 

course, not directly comparable, given the different 

corpora. On the other hand, the distribution of 

determiners is similar in the PTB (as reported in 

Minnen et al. 2000) and in our data (Table 2). 

 PTB Reuters/Encarta 

mix 

no determiner 70.0% 69.9% 

the 20.6% 22.2% 

a/an 9.4% 7.8% 

Table 2: distribution of determiners in the Penn 

Tree Bank and in our Reuters/Encarta data. 

Precision and recall numbers for both models on 

our test set are shown in Table 3 and Table 4. 

Article 

pa classifier 

precision recall 

presence 84.99% 79.54% 

absence 91.43% 93.95% 

Table 3: precision and recall of the article pa 

classifier. 

Article  

ch classifier 

precision Recall 

the 88.73% 92.81% 

a/an 76.55% 66.58% 

Table 4: precision and recall of the article ch 

classifier. 

5.1.2 Preposition choice 

The preposition choice model and the combined 

model achieve lower accuracy than the 

corresponding determiner models, a result that can 

be expected given the larger choice of candidates 

and hardness of the task. Accuracy numbers are 

presented in Table 5. 

Model pa ch combined 

Accuracy 91.06%% 62.32% 86.07% 

Table 5:Accuracy of the preposition pa, ch, and 

combined models. 

The baseline in this task is 28.94% (using no 

preposition). Precision and recall numbers are 

shown in Table 6 and Table 7. From Table 7 it is 

evident that prepositions show a wide range of 

predictability. Prepositions such as than and about 

show high recall and precision, due to the lexical 

and morphosyntactic regularities that govern their 

distribution. At the low end, the semantically more 

independent prepositions since and at show much 

lower precision and recall numbers. 

 
Preposition  

pa classifier 

precision recall 

presence 90.82% 87.20% 

absence 91.22% 93.78% 

Table 6: Precision and recall of the preposition pa 

classifier. 

Preposition 

ch classifier 

precision recall 

other 53.75% 54.41% 

in 55.93% 62.93% 

for 56.18% 38.76% 

of 68.09% 85.85% 

on 46.94% 24.47% 

to 79.54% 51.72% 

with 64.86% 25.00% 

at 50.00% 29.67% 

by 42.86% 60.46% 

as 76.78% 64.18% 

from 81.13% 39.09% 

since 50.00% 10.00% 

about 93.88% 69.70% 

than 95.24% 90.91% 

Table 7: Precision and recall of the preposition ch 

classifier. 
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Chodorow et al. (2007) present numbers on an 

independently developed system for detection of 

preposition error in non-native English. Their 

approach is similar to ours in that they use a 

classifier with contextual feature vectors.  The 

major differences between the two systems are the 

additional use of a language model in our system 

and, from a usability perspective, in the example 

provider module we added to the correction 

process. Since both systems are evaluated on 

different data sets
3
, however, the numbers are not 

directly comparable. 

5.2 Language model Impact 

The language model gives us an additional piece 

of information to make a decision as to whether a 

correction is indeed valid. Initially, we used the 

language model as a simple filter: any correction 

that received a lower language model score than 

the original was filtered out. As a first approxi-

mation, this was an effective step: it reduced the 

number of preposition corrections by 66.8% and 

the determiner corrections by 50.7%, and increased 

precision dramatically. The language model alone, 

however, does not provide sufficient evidence: if 

we produce a full set of preposition suggestions for 

each potential preposition location and rank these 

suggestions by LM score alone, we only achieve 

58.36% accuracy on Reuters data. 

Given that we have multiple pieces of 

information for a correction candidate, namely the 

class probability assigned by the classifier and the 

language model score, it is more effective to 

combine these into a single score and impose a 

tunable threshold on the score to maximize 

precision. Currently, this threshold is manually set 

by analyzing the flags in a development set. 

5.3 Human Evaluation 

A complete human evaluation of our system would 

have to include a thorough user study and would 

need to assess a variety of criteria, from the 

accuracy of individual error detection and 

corrections to the general helpfulness of real web-

based example sentences. For a first human 

evaluation of our system prototype, we decided to 

                                                 
3
 Chodorow et al. (2007) evaluate their system on 

proprietary student essays from non-native students, 

where they achieve 77.8% precision at 30.4% recall for 

the preposition substitution task. 

simply address the question of accuracy on the 

determiner and preposition choice tasks on a 

sample of non-native text.  

For this purpose we ran the system over a 

random sample of sentences from the CLEC 

corpus (8k for the preposition evaluation and 6k 

for the determiner evaluation). An independent 

judge annotated each flag produced by the system 

as belonging to one of the following categories: 

 (1) the correction is valid and fixes the 

problem 

 (2) the error is correctly identified, but 

the suggested correction does not fix it 

 (3) the original and the rewrite are both 

equally good 

 (4) the error is at or near the suggested 

correction, but it is a different kind of 

error (not having to do with 

prepositions/determiners) 

 (5) There is a spelling error at or near 

the correction 

 (6) the correction is wrong, the original 

is correct 

Table 8 shows the results of this human 

assessment for articles and prepositions. 

 

Articles (6k 

sentences) 

Prepositions 

(8k 

sentences) 

count ratio count ratio 

(1) correction is 

valid 
240 55% 165 46% 

(2) error identified, 

suggestion does 

not fix it 

10 2% 17 5% 

(3) original and 

suggestion equally 

good 

17 4% 38 10% 

(4) misdiagnosis 65 15% 46 13% 

(5) spelling error 

near correction 
37 8% 20 6% 

(6) original correct 70 16% 76 21% 

Table 8: Article and preposition correction 

accuracy on CLEC data. 

The distribution of corrections across deletion, 

insertion and substitution operations is illustrated 

in Table 9. The most common article correction is 

insertion of a missing article. For prepositions, 

substitution is the most common correction, again 

an expected result given that the presence of a 
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preposition is easier to determine for a non-native 

speaker than the actual choice of the correct 

preposition. 

 deletion insertion substitution 

Articles 8% 79% 13% 

Prepositions 15% 10% 76% 

Table 9: Ratio of deletion, insertion and 

substitution operations. 

6 Conclusion and Future Work 

Helping a non-native writer of English with the 

correct choice of prepositions and 

definite/indefinite determiners is a difficult 

challenge. By combining contextual speller based 

methods with language model scoring and 

providing web-based examples, we can leverage 

the combination of evidence from multiple 

sources. 

The human evaluation numbers presented in the 

previous section are encouraging. Article and 

preposition errors present the greatest difficulty for 

many learners as well as machines, but can 

nevertheless be corrected even in extremely noisy 

text with reasonable accuracy. Providing 

contextually appropriate real-life examples 

alongside with the suggested correction will, we 

believe, help the non-native user reach a more 

informed decision than just presenting a correction 

without additional evidence and information. 

The greatest challenge we are facing is the 

reduction of ―false flags‖, i.e. flags where both 

error detection and suggested correction are 

incorrect. Such flags—especially for a non-native 

speaker—can be confusing, despite the fact that the 

impact is mitigated by the set of examples which 

may clarify the picture somewhat and help the 

users determine that they are dealing with an 

inappropriate correction. In the current system we 

use a set of carefully crafted heuristic thresholds 

that are geared towards minimizing false flags on a 

development set, based on detailed error analysis. 

As with all manually imposed thresholding, this is 

both a laborious and brittle process where each 

retraining of a model requires a re-tuning of the 

heuristics. We are currently investigating a learned 

ranker that combines information from language 

model and classifiers, using web counts as a 

supervision signal. 

7 Acknowledgements 

We thank Claudia Leacock (Butler Hill Group) for 

her meticulous analysis of errors and human 

evaluation of the system output, as well as for 

much invaluable feedback and discussion. 

References 

Bond, Francis. 2005.  Translating the Untranslatable: A 

Solution to the Problem of Generating English 

Determiners. CSLI Publications. 

Charniak, Eugene. 2001. Immediate-head parsing for 

language models. In Proceedingsof the 39th Annual 

Meeting of the Association for Computational 

Linguistics, pp 116-123. 

Chickering, David Maxwell. 2002. The WinMine 

Toolkit.  Microsoft Technical Report 2002-103. 

Chodorow, Martin, Joel R. Tetreault and Na-Rae Han. 

2007. Detection of Grammatical Errors Involving 

Prepositions. In Proceedings of the 4th ACL-SIGSEM 

Workshop on Prepositions, pp 25-30. 

Crystal, David. 1997.  Global English. Cambridge 

University Press. 

Rachele De Felice and Stephen G Pulman. 2007. 

Automatically acquiring models of preposition use. 

Proceedings of the ACL-07 Workshop on 

Prepositions. 

Dunning, Ted. 1993. Accurate Methods for the Statistics 

of Surprise and Coincidence. Computational 

Linguistics, 19:61-74. 

Gamon, Michael, Eric Ringger, and Simon Corston-

Oliver. 2002. Amalgam: A machine-learned 

generation module. Microsoft Technical Report, 

MSR-TR-2002-57. 

Golding, Andrew R. and Dan Roth. 1999. A Winnow 

Based Approach to Context-Sensitive Spelling 

Correction. Machine Learning, pp. 107-130. 

Gui, Shicun and Huizhong Yang (eds.). 2003. Zhongguo 

Xuexizhe Yingyu Yuliaohu. (Chinese Learner English 

Corpus). Shanghai Waiyu Jiaoyu Chubanshe.. 

Han, Na-Rae., Chodorow, Martin and Claudia Leacock. 

2004. Detecting errors in English article usage with a 

maximum entropy classifier trained on a large, 

diverse corpus. Proceedings of the 4th international 

conference on language resources and evaluation, 

Lisbon, Portugal. 

 

 

455



Han, Na-Rae. Chodorow, Martin., and Claudia Leacock. 

(2006). Detecting errors in English article usage by 

non-native speakers. Natural Language Engineering, 

12(2), 115-129. 

Heidorn, George. 2000. Intelligent Writing Assistance. 

In Robert Dale, Herman Moisl, and Harold Somers 

(eds.). Handbook of Natural Language Processing.  

Marcel Dekker.  pp 181 -207. 

Izumi, Emi, Kiyotaka Uchimoto and Hitoshi Isahara. 

2004. The NICT JLE Corpus: Exploiting the 

Language Learner’s Speech Database for Research 

and Education. International Journal of the 

Computer, the Internet and Management 12:2, pp 

119 -125. 

Kneser, Reinhard. and Hermann Ney. 1995. Improved 

backing-off for m-gram language modeling. 

Proceedings of the IEEE International Conference 

on Acoustics, Speech, and Signal Processing, volume 

1. 1995. pp. 181–184. 

Knight, Kevin and Ishwar Chander. 1994. Automatic 

Postediting of Documents. Proceedings of the 

American Association of Artificial Intelligence, pp 

779-784. 

Lee, John. 2004. Automatic Article Restoration. 

Proceedings of the Human Language Technology 

Conference of the North American Chapter of the 

Association for Computational Linguistics, pp. 31-

36. 

Liu, Ting, Mingh Zhou, JianfengGao, Endong Xun, and 

Changning Huan. 2000. PENS: A Machine-Aided 

English Writing System for Chinese Users. 

Proceedings of ACL 2000, pp 529-536. 

Minnen, Guido, Francis Bond and Ann Copestake. 

2000. Memory-Based Learning for Article 

Generation. Proceedings of the Fourth Conference 

on Computational Natural Language Learning and 

of the Second Learning Language in Logic 

Workshop, pp 43-48. 

Suzuki, Hisami and Kristina Toutanova. 2006. Learning 

to Predict Case Markers in Japanese. Proceedings of 

COLING-ACL, pp. 1049-1056. 

Toutanova, Kristina and Hisami Suzuki. 2007 

Generating Case Markers in Machine Translation.  

Proceedings of NAACL-HLT. 

Turner, Jenine and Eugene Charniak. 2007. Language 

Modeling for Determiner Selection. In Human 

Language Technologies 2007: The Conference of the 

North American Chapter of the Association for 

Computational Linguistics; Companion Volume, 

Short Papers, pp 177-180. 

Yi, Xing, Jianfeng Gao and William B. Dolan. 2008. 

Web-Based English Proofing System for English as a 

Second Language Users. To be presented at IJCNLP 

2008. 

456











called ‘In other languages’. Verify that it has at 
least one link. If the box exists, it links to the same 
article in other languages. Extract the titles in these 
other languages and align them with the original 
article title. 

For instance, Figure 1. shows the English article 
titled “bird” translated into Spanish as “ave”, and 
into Japanese as “chourui” (鳥類). When we click 
Spanish or Japanese ‘in other languages’ box, we 
obtain an article about the same topic in the other 
language. This gives us the translation as its title, 
and we proceed to extract it. 

 
6 Aligning Wikipedia entries to WordNet 

senses 

 
The goal of aligning English Wikipedia entries to 
WordNet 2.1 senses is to disambiguate the 
polysemous words in Wikipedia by means of com-
parison with each sense of a given word existing in 
WordNet. 

A gloss in WordNet contains both an association 
of POS and word sense. For example, the entry 
“bark#n#1” is different than “bark#v#1” because 
their POSes are different. In this example, “n” de-
notes noun and “v” denotes verb. So when we 
align a Wikipedia article to a WordNet gloss, we 
obtain both POS and word sense information. 
 
Methodology 

 
We assign WordNet senses to Wikipedia’s polyse-
mous articles. Firstly, after extracting all links and 
their corresponding translations in Spanish and 
Japanese, we look up the English words in Word-
Net and count the number of senses that each word 
has. If the word has more than one sense, the word 
is polysemous. 

We use two methods to disambiguate the am-
biguous articles, the first uses cosine similarity and 
the second uses Wikipedia’s category tree and 
WordNet’s ontology tree. 

6.1 Disambiguation using Vector Space Model 

We use a Vector Space Model (VSM) on Wikipe-
dia and WordNet to disambiguate the POS and-
word sense of Wikipedia article titles. This gives 
us a correspondence to a WordNet gloss. 

 

 

Where V1 represents the Wikipedia article’s word 
vector and V2  represents the WordNet gloss’ word 
vector. 

In order to transfer the POS and word sense in-
formation, we have to measure similarity metric 
between a Wikipedia article and a WordNet gloss.  

 
Background 
 
VSM is an algebraic model, in which we convert a 
Wikipedia article into a vector and compares it to a 
WordNet gloss (that has also been converted into a 
vector) using the cosine similarity measure. It takes 
the set of words in some Wikipedia article and 
compares them with the set of words of WordNet 
gloss. Wikipedia articles which have more words 
in common are considered similar documents. 
  In Figure 2 shows the vector of the word “bank”, 
we want to compare the similitude between the 
Wikipedia article “bank-1” with the English 
WordNet “bank-1” and “bank-2”.  
 
 

   
 

Figure 2. Vector Space Model with the word “bank” 
 
VSM Algorithm: 
 

1. Encode the Wikipedia article as a vector, 
where each dimension represents a word 
in the text of the article 

2. Encode the WordNet gloss of each sense 
as a vector in the same manner 
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