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Abstract

Opinion miningis a recent subdiscipline
of computational linguistics which is con-
cerned not with the topic a document is
about, but with the opinion it expresses.
To aid the extraction of opinions from
text, recent work has tackled the issue
of determining theorientationof “subjec-
tive” terms contained in text, i.e. decid-
ing whether a term that carries opinion-
ated content has a positive or a negative
connotation. This is believed to be of key
importance for identifying the orientation
of documents, i.e. determining whether a
document expresses a positive or negative
opinion about its subject matter.

We contend that the plain determination
of the orientation of terms is not a realis-
tic problem, since it starts from the non-
realistic assumption that we already know
whether a term is subjective or not; this
would imply that a linguistic resource that
marks terms as “subjective” or “objective”
is available, which is usually not the case.
In this paper we confront the task of de-
ciding whether a given term has a positive
connotation, or a negative connotatian,
has no subjective connotation at ;athis
problem thus subsumes the problem of de-
termining subjectivityand the problem of
determining orientation. We tackle this
problem by testing three different variants
of a semi-supervised method previously
proposed for orientation detection. Our
results show that determining subjectivity
and orientation is a much harder problem
than determining orientation alone.

Introduction

it expresses. Opinion-driven content management
has several important applications, such as deter-
mining critics' opinions about a given product by
classifying online product reviews, or tracking the
shifting attitudes of the general public toward a po-
litical candidate by mining online forums.

Within opinion mining, several subtasks can be
identi ed, all of them having to do with tagging a
given document according to expressed opinion:

1. determining document subjectivitgs in de-
ciding whether a given text has a factual na-
ture (i.e. describes a given situation or event,
without expressing a positive or a negative
opinion on it) or expresses an opinion on its
subject matter. This amounts to performing
binary text categorization under categories
Objective and Subjective (Pang and Lee,
2004; Yu and Hatzivassiloglou, 2003);

2. determining document orientatiqor polar-
ity), as in deciding if a givelsubjective text
expresses Rositive or a Negative opinion
on its subject matter (Pang and Lee, 2004;
Turney, 2002);

3. determining the strength of document orien-
tation, as in deciding e.g. whether tlrosi-
tive opinion expressed by a text on its subject
matter isWeakly Positive, Mildly Positive,
or Strongly Positive (Wilson et al., 2004).

To aid these tasks, recent work (Esuli and Se-
bastiani, 2005; Hatzivassiloglou and McKeown,
1997; Kamps et al., 2004; Kim and Hovy, 2004;
Takamura et al., 2005; Turney and Littman, 2003)
has tackled the issue of identifying the orientation
of subjectiveermscontained in text, i.e. determin-
ing whether a term that carries opinionated content
has a positive or a negative connotation (e.g. de-
ciding that — using Turney and Littman's (2003)
and intrepid have a
and
have a negative connotation).
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This is believed to be of key importance for iden-describes the general setup of our experiments. In
tifying the orientation of documents, since it is Section 5 we discuss the results we have obtained.
by considering the combined contribution of theseSection 6 concludes.

terms that one may hope to solve Tasks 1, 2 and 3

above. The conceptually simplest approach to thig ~Related work

latter problem is probably Turney's (2002), who 2.1 Determining term orientation

has obtained interesting results on Task 2 by con- _ _ , _
sidering the algebraic sum of the orientations ofI0St previous works dealing with the properties

terms as representative of the orientation of th@f terms within an opinion mining perspective
document they belong to; but more sophisticated'@ve focused on determining term orientation.
approaches are also possible (Hatzivassiloglou and Hatzivassiloglou and Mckeown (1997) attempt
Wiebe, 2000: Riloff et al., 2003: Wilson et al., {0 predict the orientation of subjectivajectives
2004). by analysing pairs of adjectives (conjoined by
Implicit in most works dealing with term orien- @nd, or , but , either-or , orneither-nor )
tation is the assumption that, for many language§Xtracted from a large unlabelled document set.
for which one would like to perform opinion min- The underlying intuition is that the act of conjoin-
ing, there is no available lexical resource wherdnd adjectives is subject to linguistic constraints
terms are tagged as having eithePasitive or a O the orientation of the adjectives involved; e.g.
Negative connotation, and that in the absence ofand usually conjoins adjectives of equal orienta-

such a resource the only available route is to gendon, while but conjoins adjectives of opposite
erate such a resource automatically. orientation. The authors generate a graph where

However, we think this approach lacks real-t€rms are node_s coqnected by “equal-o_rientation”
ism, since it is also true that, for the very sameO' “OPposite-orientation” edges, depending on the
languages, there is no available lexical resourc€onjunctions extracted from the document set. A
where terms are tagged as having eith8uajec- cIuste_rl_ng algorithm then partitions the graph into
tive or anObjective connotation. Thus, the avail- & Positive cluster and eNegative cluster, based
ability of an algorithm that tagSubjective terms ~ ©N @ relation of similarity induced by the edges.

as being eithelPositive or Negative is of little Turney and Littman (2003) determine term ori-
help, since determining if a term Bubjective is ~ €ntation by bootstrapping from two small sets of
itself non-trivial. subjective “seed” terms (with the seed setRors-

In this paper we confront the task of de- five containing terms such ggood and nice
termining whether a given term has Ros- 2and the seed set fddegative containing terms
itive connotation (e.g.honest , intrepid ), such adad andnasty ). Their method is based

or a Negative connotation (e.gdisturbing on computing thepointwise mutual information

superfluous ), or has instead n@ubjective  (PMI) of the target ternt with each seed term
connotation at all (e.gwhite , triangular  ): L as a measure of their semantic association.
this problem thus subsumes the problem of decidG1Ven a target tern, its orientation valued(t)

ing betweenSubjective and Objective and the (where positive value means positive orientation,
problem of deciding betweeRositive and Neg- and higher absolute value means stronger orien-
ative. We tackle this problem by testing three dif- {@tion) is given by the sum of the weights of its
ferent variants of the semi-supervised method foP€mantic association with the seed positive terms
orientation detection proposed in (Esuli and SeMinus the sum of the weights of its semantic as-
bastiani, 2005). Our results show that determining©ciation with the seed negative terms. For com-
subjectivityand orientation is a much harder prob- Puting PMI, term frequencies and co-occurrence

lem than determining orientation alone. frequencies are measured by querying a document
set by means of the AltaVista search endingth
1.1 Outline of the paper a‘“t” query, a't;" query, and at NEARt;” query,

C{;md using the number of matching documents re-
turned by the search engine as estimates of the
probabilities needed for the computation of PMI.

The rest of the paper is structured as follows. Se
tion 2 reviews related work dealing with term ori-

entation and/or subjectivity detection. Section 3 ) '
briey reviews the semi-supervised method for  <@mps et al. (2004) consider instead the graph

orientation detection presented in (Esuli and Sed€ ned on adjectives by the WordNesynonymy

bastiani, 2005). Section 4 describes in detail thre&8lation, and determine the orientation of a target

different variants of it we propose for determining,  *http:/amww.altavista.com/
at the same time, subjectivignd orientation, and 2http:/iwordnet.princeton.edu/
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adjectivet contained in the graph by comparing with comparable accuracies (however, the method
the lengths of (i) the shortest path betwdeand of (Esuli and Sebastiani, 2005) is much more ef -
the seed terngood, and (ii) the shortest path be- cient than the one of (Turney and Littman, 2003)),
tweent and the seed terrbad: if the former is and have outperformed the method of (Hatzivas-
shorter than the latter, thans deemed to b@os-  siloglou and McKeown, 1997) by a wide margin
itive, otherwise it is deemed to idegative. and the one by (Kamps et al., 2004) by a very
Takamura et al. (2005) determine term orientawide margin. The methods described in (Hatzi-
tion (for Japanese) according to a “spin model”,vassiloglou and McKeown, 1997) is also limited
i.e. a physical model of a set of electrons eachy the fact that it can only decide the orientation
endowed with one between two possible spin di-of adjectives while the method of (Kamps et al.,
rections, and where electrons propagate their spia004) is further limited in that it can only work
direction to neighbouring electrons until the sys-on adjectives that are present in WordNet. The
tem reaches a stable con guration. The authorsnethods of (Kim and Hovy, 2004; Takamura et
equate terms with electrons and term orientatioral., 2005) are instead dif cult to compare with the
to spin direction. They build a neighbourhood ma-other ones since they were not evaluated on pub-
trix connecting each pair of terms if one appears ificly available datasets.
the gloss of the other, and iteratively apply the spin
model on th(—? matrix until a “minimu_m energy” 22 Determining term subjectivity
con guration is reached. The orientation assigned
to a term then corresponds to the spin direction asRiloff et al. (2003) develop a method to determine
signed to electrons. whether a term has @ubjective or anObjective
The system of Kim and Hovy (2004) tackles ori- connotation, based on bootstrapping algorithms.
entation detection by attributing, to each term, al’he method identi es patterns for the extraction
positivity scoreand a negativity score; interest- Of subjectivenounsfrom text, bootstrapping from
ingly, terms may thus be deemed to have both & seed set of 20 terms that the authors judge to be
positive and a negative correlation, maybe withstrongly subjective and have found to have high
different degrees, and some terms may be deemdtquency in the text collection from which the
to carry a stronger positive (or negative) orienta-subjective nouns must be extracted. The results
tion than others. Their system starts from a se@f this method are not easy to compare with the
of positive and negative seed terms, and expanddnes we present in this paper because of the dif-
the positive (resp. negative) seed set by adding téerent evaluation methodologies. While we adopt
it the synonyms of positive (resp. negative) seedhe evaluation methodology used in all of the pa-
terms and the antonyms of negative (resp. positivefpers reviewed so far (i.e. checking how good our
seed terms. The system classi es then a targetystem is at replicating an existing, independently
termt into eitherPositive or Negative by means motivated lexical resource), the authors do not test
of two alternative learning-free methods based oriheir method on an independently identi ed set of
the probabilities that synonyms bhlso appear in labelled terms, but on the set of terms that the algo-
the respective expanded seed sets. A problem withthm itself extracts. This evaluation methodology
this method is that it can classify only terms thatonly allows to test precision, and not accuraoyt
share some synonyms with the expanded seed se@urt, since no quanti cation can be made of false
Kim and Hovy also report an evaluation of humannegatives (i.e. the subjective terms that the algo-
inter-coder agreement. We compare this evaluaithm should have spotted but has not spotted). In
tion with our results in Section 5. Section 5 this will prevent us from drawing com-
The approach we have proposed for determinparisons between this method and our own.
ing term orientation (Esuli and Sebastiani, 2005) Baroni and Vegnaduzzo (2004) apply the PMI
is described in more detail in Section 3, since itmethod, rst used by Turney and Littman (2003)
will be extensively used in this paper. to determine term orientation, to determine term
All these works evaluate the performance ofsubjectivity. Their method uses a small <&t
the proposed algorithms by checking them againsbf 35 adjectives, marked as subjective by human
precompiled sets d®ositive andNegative terms, judges, to assign a subjectivity score to each adjec-
i.e. checking how good the algorithms are at clastive to be classi ed. Therefore, their method, un-
sifying a term known to be subjective into either like our own, does natlassifyterms (i.e. take rm
Positive or Negative. When tested on the same classi cation decisions), butinksthem according
benchmarks, the methods of (Esuli and Sebastianip a subjectivity score, on which they evaluate pre-
2005; Turney and Littman, 2003) have performedcision at various level of recall.

195



3 Determining term subjectivity and tation is converted into vectorial form by standard
term orientation by semi-supervised text indexing techniques (in (Esuli and Sebastiani,
learning 2005) and in the present work, stop words are

removed and the remaining words are weighted

The method we use in this paper for determiningby cosine-normalizedfif ; no stemming is per-

term subjectivity and term orientation is a variantformedy. This representation method is based on

of the method proposed in (Esuli and Sebastianithe assumption that terms with a similar orienta-

2005) for determining term orientation alone.  tjon tend to have “similar” glosses: for instance,

This latter method relies on training, in a semi-that the glosses dionest andintrepid  will
supervised way, a binary classier that labelsboth contain appreciative expressions, while the
terms as eithePositive or Negative. A semi- glosses ofdisturbing and superfluous
supervisedmethod is a learning process wherebywill both contain derogative expressions. Note
only a small subset. [T of the training data that this method allows to classifgny term, in-

Tr are human-labelled. In origin the training dependently of its POS, provided there is a gloss

data inU = Tr — L are instead unlabelled; it for it in the lexical resource.

is the process itself that labels them, automati- Once the vectorial representations for all terms

cally, by usingL (with the possible addition of inTr [T&have been generated, those for the terms

other publicly available resources) as input. Then Tr are fed to a supervised learner, which thus
method of (Esuli and Sebastiani, 2005) starts fronyenerates a binary classi er. This latter, once fed
two small seed (i.e. training) sets, andL, of  with the vectorial representations of the terms in
knownPositive andNegative terms, respectively, Te, classi es each of them as eithBositive or
and expands them into the two nal training setsNegative.

Trp, [} andTr, L} by adding them new sets

of termsU, andU, found by navigating the Word- 4 Experiments

Net graph along the synonymy and antonymy re- ) )
lation$. This process is based on the hypothesid! this paper we extend the method of (Esuli and

that synonymy and antonymy, in addition to de n- _Sepa_stiani, 2005) to the o_Ietermination of term sub-
ing a relation of meaning, also de ne a relation of jéctivity andterm orientation altogether.
orientation, i.e. that two synonyms typically have 41 Test sets

the same orientation and two antonyms typically ™
have opposite orientation. The method is iterative The benchmark (i.e. test set) we use for our exper-
generating two set‘ﬁr'g andTrK at each iteration iments is the General Inquirer (GI) lexicon (Stone
K, WhereTr'Ig |:|]r|[|§ 1 I:‘l]ré = Lp et al., _1966). This is a lexicon of t(_erms labelled
andTrk Pk 1 C3: Crd = L,. At accorgllng to a large set of catego_ﬁeeac_h one
iteration k, Tr‘l; is obtained by adding m-rls 1 denoting the presence of a specic trait in the

all svnonvms of terms i 1% L and all antonvims term. The two main categories, and the ones we
ynony p y will be concerned with, aré’ositive/Negative,

of terms inTkr,'§ Y, similarly, Try is obtqine(kj by which contain 1,915/2,291 terms having a posi-
adding toTry * all synonyms 0{ terms i ry * tive/negative orientation (in what follows we will
and allantonyms of terms ifiry °. Ifatotal ofK 459 refer to the categor$ubjective, which we
iterations are performed, thdir = Trf [TI¥y.  de ne as the union of the two categoriBssitive
The second main feature of the method pre-andNegative). In opinion mining research the Gl
sented in (Esuli and Sebastiani, 2005) is that term@as rst used by Turney and Littman (2003), who
are given vectorial representations based on theiieduced the list of terms to 1,614/1,982 entries af-
WordNet glosses(i.e. textual de nitions). For ——— e
each temt; in Tr [Tk (Tebeing the test set, i.e. gmayha's 1ot har ote sense: dictionaries normally asso-
the set of terms to be classi ed), atextual represen- 5seyeral combinations of subparts of a WordNet gloss are
tation oft; is generated by collating all the glossestested as textual representations of terms in (Esuli anesseb

. ; _ tiani, 2005). Of all those combinations, in the present pape
of t; as found in WordNét Each such represen we always use the DGScombination, since this is the one

- that has been shown to perform best in (Esuli and Sebastiani,
3Several other WordNet lexical relations, and several2005). DGS corresponds to using the entire gloss and per-

combinations of them, are tested in (Esuli and Sebastianiformingnegation propagatiown its text, i.e. replacing all the

2005). In the present paper we only use the best-performingerms that occur after a negation in a sentence with negated

such combination, as described in detail in Section 4.2. Theversions of the term (see (Esuli and Sebastiani, 2005) for de

version of WordNet used here and in (Esuli and Sebastianitails).

2005) is 2.0. 5The de nitions of all such categories are available at
“In general a ternt; may have more than one gloss, since http://www.webuse.umd.edu:9090/

196



ter removing 17 terms appearing in both categorieterms (Devitt and Vogel, 2004), thus allowing to

(e.g.deal ) and reducing all the multiple entries reach a very large number of terms by using the

of the same term in a category, caused by multihyponymy relatioh. Moreover, it seems reason-

ple senses, to a single entry. Likewise, we takeble to assume that terms that refeetditiesare

all the 7,582 Gl terms that are not labelled as eilikely to have an “objective” nature, and that hy-

ther Positive or Negative, as being (implicitly) ponyms (and also synonyms and antonyms) of an

labelled asObjective, and reduce them to 5,009 objective term are also objective. Note that, at

terms after combining multiple entries of the sameeach iteratiork, a given termt is added toT r¥

term, caused by multiple senses, to a single entryonly if it does not already belong to eith&mr, or
The effectiveness of our classi ers will thus be Tr,. We experiment with two different choices

evaluated in terms of their ability to assign the to-for the Tr, set, corresponding to the sets gener-

tal 8,605 Gl terms to the correct category amongated inK = 3 andK = 4 iterations, respectively;

Positive, Negative, andObjective’. this yields setsTr3 and Tr2 consisting of 8,353

- and 33,870 training terms, respectively.

4.2 Seed sets and training sets

Similarly to (Esuli and Sebastiani, 2005), our4.3 Learning approaches and evaluation

training set is obtained by expanding initial seed measures

sets by means of WordNet lexical relations. Theye eyneriment with three “philosophically” dif-
main difference is that our training Set i NOW fgrant leaming approaches to the problem of dis-
theKunlorﬂ( ofth[(ee sets of training termdr = tinguishing betweeRositive, Negative, andOb-
Trp [Ty TS obtained by expanding, through jective terms.

I Lorel.Trl
K iterations, three seed sefs;; Try; Trg, one Approach | is a two-stage method which con-
for each of the categorig2ositive, Negative, and  gjsts in learning two binary classi ers: the rst

Objective, respectively. _ classi er places terms into eitheBubjective or
Concerning categorieBositive andNegative,  opjective, while the second classier places

we have used the seed sets, expansion policy, afgims that have been classi ed Ssibjective by

number of iterations, that have performed best ifpg (gt classi er into eitherPositive or Negative.

the experiments of (Esuli and Sebastiani, 2005)}, the training phase, the termsTrX [TYK are

; 1 — 1 - L ' p _n.

.e. the seed setSr; = {good} and Try = ged as training examples of categSubjective.

{bad } expanded by using the union of synonymy - ony6ach |1 is again based on learning two bi-

and indirect antonymy, restricting the relations, . c|assj ers. Here, one of them must discrim-

only to terms with the same POS of the originalj, te petween terms that belong to tResitive

t_erms (i.e. adjectives), for a total &F = 4 itera- category and ones that belong to its complement
tions. The nal expanded sets contain 6,835~ ()5t pogsitive), while the other must discriminate
ltive terms gnd 6,87Aegative terms, between terms that belong to theegative cate-
Concerning the categor®bjective, the pro- gory and ones that belong to its complemant(
cess we have followed is similar, but with a few Negative). Terms that have been classi dubth
key dlfferen_ces_. These are mo_tlvgted by_ the fachq positive by the former classi er and intanpt
that the Objective category coincides with the Naqative) by the latter are deemed to be positive,
complement of the union aPositive andNeg- 5,4 terms that have been classi bdthinto (not
gtlve; the_refore,_ObjectN(_e terms are more var- Positive) by the former classi er and intdlega-
led and diverse in meaning than the terms in the; o 1y the latter are deemed to be negative. The
other two categ}?nes. To obtain a representative, . ms that have been classi ed (i) into bothot
expianded setry , we have chosen the see.d S€lpositive) and fot Negative), or (i) into both
Tro = {entity } and we have expanded it by pygje and Negative, are taken to bébjec-
using, along with synonymy and antonymy, theyue | the training phase of Approach II, the
WordNet relation of hyponymy (e.gehicle 7 tomg inTrK 11K are used as training exam-

car ), and without imposing the restriction that the les of categoryrot Positive), and the terms in
two related terms must have the same POS. These k K o
. . r& CIF¥S are used as training examples of cat-
choices are strictly related to each other: the ternéggry hotoN egative). g P
entity s the_root term of th_e largest generaliza- Approach lll consists instead in viewirlpsi-
tion hierarchy in WordNet, with more than 40,000 tive, Negative, andObijective as three categories
"We make this labelled term set available for download at

http://patty.isti.cnr.it/“esuli/software/ 8The synonymy relation connects instead only 10,992
SentiGl.tgz . terms at most (Kamps et al., 2004).
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with equal status, and in learning a ternary clas- .
: . ; Table 1: Average and best accuracy values over
sier that classies each term into exactly one

. the four dimensions analysed in the experiments.
among the three categories.

There are several differences among these thregP'mension A\?é)(afCU'raBCSe’st g/Ng?'é)‘CCTrg‘éﬁt
approaches. A rst difference, of a conceptual
nature, is that only Approaches | and Il view 635 (.020)] 668 || .595 (.029)] .635
Objective as a category, or concept, in its own 1 636 (.033) | .676 || .614 (.037) | .660
right, while Approach |1 views objectivity as a Ll 635(036)[ 674 ] .600(.039)] 648
H H H « H earner
ryo_neim_stent entity, i.e. as the “absence of subjec—g B53(014) | 674 || 619 (022) | 047
tivity” (in fact, in Approach Il the training exam- SVMs 627 (.033)| 671 || .601 (.037)] .658
ples ofObjective are only used as training exam- [ _Rocchio [ .624 (.030)| .654 || .585 (.033)| .616
ples of thecomplement®f Positive and Nega- PrTFIDF || .637(.031)] 676 || 606 (.042)] 660

Approach
I

: : : TSR

tive). A second difference is that Appr_oaches land—-qg; 549 (025)[ 676 | 619 (027)] 660
Il are based on standard binary classi cation tech— g% 650 (.022) | .670 || .622 (.022) | .657
nology, while Approach Il requires “multiclass” gggjo -gig 2.833 -gg;‘r -gilj E-ggi; .24511
(|.e_. 1-ofm) classi cation. As a consequence, % 535 (027} 67111606 (031) 658
while for the former we use well-known learn- 99% 612 (.036)| .661 || 570 (.049)| .647
ers for binary classi cation (the naive Bayesian [T K get

learner using the multinomial model (McCallum Tr .645 (.006) | .676 || .608 (.007)] .658
and Nigam, 1998), support vector machines ust _ Trg 633 (.013)| .674 || .610 (.018) | .660

ing linear kernels (Joachims, 1998), the Roc-
chio learner, and its PrTFIDF probabilistic version
(Joachims, 1997)), for Approach Ill we use their
multiclass versiors

Before running our learners we make a pass og Results
feature selection, with the intent of retaining only
those features that are good at discriminating oupVe present results obtained from running every
categories, while discarding those which are notcombination of (i) the three approaches to classi -
Feature selection is implemented by scoring eacBation described in Section 4.3, (ii) the four learn-
featuref ¢ (i.e. each term that occurs in the glossesers mentioned in the same section, (i) ve dif-
of at least one training term) by means of the-  ferent reduction factors for feature selecti@94

andObijective, i.e. in deciding both term ori-
entation and subijectivity.

tual informatio%Ml) function, de ned as 50%, 90%, 95%, 99%), and (iv) the two different
MI (i) = Pr(f:c) |og% ) training sets Tr$ and Trg) for Objective men-
c T "()Pr(9) tioned in Section 4.2. We discuss each of these
R four dimensions of the problem individually, for

and discarding th&% featuresf that minimize each one reporting results averaged across all the
it. We will call x% thereduction factor Note that experiments we have run (see Table 1).
the set{cs; :::;cn} from Equation 1isinterpreted  The rst and most important observation is that,
differently in Approaches I to Ill, and always con- with respect to a pure term orientation task, ac-
sistently with who the categories at stake are.  curacy drops signi cantly. In fact, the beStO-

Since the task we aim to solve is manifold, weaccuracy and the beBtN O-accuracy results ob-
will evaluate our classi ers according to two eval- tained across the 120 different experiments are
uation measures: .676 and .660, respectively (these were obtained
by using Approach Il with the PrTFIDF learner
and no feature selection, withry = Trg for the
.676 SO-accuracy result an@ir, = Tr2 for the
.660P N O-accuracy result); this contrasts sharply

= PNO-accuracy the accuracy of a classi er With the accuracy obtained in (Esuli and Sebas-

in discriminating amongositive, Negative,  tiani, 2005) on discriminatingositive from Neg-

s nave Bavesian. Rocchio. and PITEIDE Iearnersatlve (where the best run obtained .83’_0 accuracy),
we have used areyfrom Andrew McCallunBow package on thf) Same bgnchmarks and essentially the same
(http:/Avww-2.cs.cmu.edu/"mccallum/bow/ ), algorithms This suggests that good performance
while EQ!?{ SVMs Iegrner we ha}ve used is Thorsten JO&ChimS'at orientation detection (as e.g. in (Esu“ and Se-
SV M (hitp:/isvmiight joachims.org/ ) < bastiani, 2005; Hatzivassiloglou and McKeown,

version 6.01. Both packages allow the respective learoers -
be run in “multiclass” fashion. 1997; Turney and Littman, 2003)) may not be a

e SO-accuracyi.e. the accuracy of a classi er
in separatingsubjective from Objective, i.e.
in deciding term subjectivity alone;
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Table 2: Human inter-coder agreement values ret_>est reduction factor for feature selection turns out
. 0 :
ported by Kim and Hovy (2004). to be50% but the performance drop we witness

in approaching9% (a dramatic reduction factor)

Agreement]| Adjectives (462)] _ Verbs (502) is extremely graceful. As for the choice ®fr X
measure HumI vs Hum2 | Hum2 vs Hum3 3 T 0’
STt -5 523 we note thafl r5 andT rg elicit comparable levels
Lenient 390 851 of performance, with the former performing best

at SO-accuracy and the latter performing best at
P NO-accuracy.
guarantee of good performance at subjectivity de- An interesting observation on the learners we
tection, quite evidently a harder (and, as we havéave used is that NB, PrTFIDF and SVMs, un-
suggested, more realistic) task. like Rocchio, generate classi ers that depend on
This hypothesis is con rmed by an experiment P(¢), the prior probabilities of the classes, which
performed by Kim and Hovy (2004) on testing are normally estimated as the proportion of train-
the agreement of two human coders at taggingng documents that belong ®. In many classi-
words with thePositive, Negative, and Objec-  cation applications this is reasonable, as we may
tive labels. The authors de ne two measures ofassume that the training data are sampled from the
such agreementstrict agreement, equivalent to same distribution from which the test data are sam-
our PNO-accuracy, aniénientagreement, which pled, and that these proportions are thus indica-
measures the accuracy at telliNggative against tive of the proportions that we are going to en-
the rest. For any experiment, strict agreement valeounter in the test data. However, in our appli-
ues are then going to be, by de nition, lower or cation this is not the case, since we do not have a
equal than the corresponding lenient ones. The attnhatural” sample of training terms. What we have
thors use two sets of 462 adjectives and 502 verbss one human-labelled training term for each cat-
respectively, randomly extracted from the basicegory in{Positive,Negative,Objective}, and as
English word list of the TOEFL test. The inter- many machine-labelled terms as we deem reason-
coder agreement results (see Table 2) show a deble to include, in possibly different numbers for
terioration in agreement (from lenient to strict) of the different categories; and we have no indica-
16.77% for adjectives and 36.42% for verbs. Foldtion whatsoever as to what the “natural” propor-
lowing this, we evaluated our best experiment actions among the three might be. This means that
cording to these measures, and obtained a “strictthe proportions ofPositive, Negative, and Ob-
accuracy value of .660 and a “lenient” accuracyjective terms we decide to include in the train-
value of .821, with a relative deterioration of ing set will strongly bias the classi cation results
24.39%, in line with Kim and Hovy's observa- if the learner is one of NB, PrTFIDF and SVMs.
tion'C. This con rms that determining subjectivity We may notice this by looking at Table 3, which
and orientation is a much harder task than detershows the average proportion of test terms classi-
mining orientation alone. ed as Obijective by each learner, depending on
The second important observation is that theravhether we have chosédir,, to coincide withT r3
is very little variance in the results: across all 1200r Tr; note that the former (resp. latter) choice
experiments, averag€0-accuracy andPNO-  means having roughly as many (resp. roughly ve
accuracy results were .635 (with standard deviatimes as manyPbjective training terms as there
tion = :030 and .603 ( = :036), a mere arePositive and Negative ones. Table 3 shows
6:06% and 8:64% deterioration from the best re- that, the moréDbjective training terms there are,
sults reported above. This seems to indicate thahe more test terms NB, PrTFIDF and (in partic-
the levels of performance obtained may be hard toilar) SVMs will classify agObjective; this is not
improve upon, especially if working in a similar true for Rocchio, which is basically unaffected by
framework. the variation in size of r,.
Let us analyse the individual dimensions of the
problem. Concerning the three approaches to cla® Conclusions
si cation described in Section 4.3, Approach I
outperforms the other two, but by an extremelyWe have presented a method for determirtiogh
narrow margin. As for the choice of learners, onterm subjectivityand term orientation for opinion
average the best performer is NB, but again by anining applications. This is a valuable advance
very small margin wrt the others. On average, thavith respect to the state of the art, since past work
in this area had mostly con ned to determining

%We observed this trend in all of our experiments. term orientation alone, a task that (as we have ar-
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Table 3: A ti f test t | . Thorsten Joachims. 1997. A probabilistic analysis of the
able 5. Average proportion or test terms Classl- pqcchio algorithm with TFIDF for text categorization. In

ed as Objective, for each learner and for each  Proceedings of ICML-97, 14th International Conference

choice of theTl‘f)( set. on Machine Learningpages 143-151, Nashville, US.
| Learner || Trs |  Tro ] Variation]  Thorsten Joachims. 1998. Text categorization with support
NB 564 ( = .069) | .693 (.069)]] +23.0% vector machines: learning with many relevant features. In
SVMs 601 (.108) 814 (.083)]] +35.4% Proceedings of ECML-98, 10th European Conference on
Rocchio 572 (.043) 544 (.061) ~21.8% Machine Learningpages 137-142, Chemnitz, DE.
PrTFIDF .636 (.059) .763 (.085)]| +20.0%
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J_eCt'Ve- Our.alglorlthms haV_e tagged by One_nta' timent of opinions. InProceedings of COLING-04, 20th
tion and subjectivity the entire General Inquirer International Conference on Computational Linguisfics

lexicon, a complete general-purpose lexicon that Pages 1367-1373, Geneva, CH.
is thede factostandard benchmark for researchersandrew k. Mccallum and Kamal Nigam. 1998. A compari-
in this eld. Our results thus constitute, for this  son of event models for naive Bayes text classi cation. In

task, the rst baseline for other researchers to im- Proceedings of the AAAI Workshop on Learning for Text
prove upon Categorizationpages 41-48, Madison, US.

Unfortunately, our results have shown thatBo Pang and Lillian Lee. 2004. A sentimental educa-
an algorithm that had shown excellent, state- tion: Sentiment analysis using subjectivity summarizatio

£-th ¢ f in decidi i ient based on minimum cuts. Rroceedings of ACL-04, 42nd
or-ne-art periormance In deciding term orienta-  yieeting of the Association for Computational Linguistics

tion (Esuli and Sebastiani, 2005), once modi ed pages 271-278, Barcelona, ES.

for the purposes of deciding term subjectivity, per-
f purp v. Thi hg b d by ,F[) tEIIen Riloff, Janyce Wiebe, and Theresa Wilson. 2003.
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ing several variants of the basic algorithm, some strapping. InProceedings of CONLL-03, 7th Conference
of them involving radically different supervised on Natural Language Learningages 25-32, Edmonton,
learning policies. The results suggest that decid- CA.

ing term subjectivity is a substantially harder taskp. J. Stone, D. C. Dunphy, M. S. Smith, and D. M. Ogilvie.
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